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AI infrastructure stack
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Key principle: Scaling gives us more resources, but introduces a new bottleneck.

Running example: 175B model → 350 GB weights (FP16)



Three walls across the stack 
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Running example: 175B model → 350 GB weights (FP16) → 2.8 TB training 

state → does not fit in one chip

to 10 kW



Node & bandwidth
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The node: Aggregating accelerators
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Why node: HBM has bandwidth but not 

enough capacity. 

Still not enough for full training state → 

ZeRO sharding, offloading 

DGX H100 node: 

8× H100 SXM GPUs

640 GB aggregate HBM

NVSwitch: 900 GB/s per GPU

4× NVSwitch chips

Total: ~10.2 kW

https://docs.nvidia.com/dgx/dgxh100-user-guide/introduction-to-dgxh100.html 

2.8 TB
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The node: Aggregating accelerators
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Why node: HBM has bandwidth but not 

enough capacity. 

Still not enough for full training state → 

ZeRO sharding, offloading 

https://docs.nvidia.com/dgx/dgxh100-user-guide/introduction-to-dgxh100.html 

Key insight: 

NVSwitch transforms 8 

independent GPUs into one 

“virtual accelerator”              

memory. 

2.8 TB

2.1 TB

DGX H100 node: 

8× H100 SXM GPUs

640 GB aggregate HBM

NVSwitch: 900 GB/s per GPU

4× NVSwitch chips
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The bandwidth hierarchy
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The bandwidth hierarchy: The numbers
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The 18x cliff: NVLink (900 GB/s) → InfiniBand (50 GB/s). This single boundary 

dictates the entire parallelism hierarchy for distributed training. 



Rack
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The rack: Power and cooling
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AI rack power density: 10x traditional datacenter!

128 racks for 175B model training → 5 MW 

cluster 

PUE: Cooling tax

   =
                    

                  
Air-cooled: PUE 1.4—1.6

(40—60% extra power overhead!)

Liquid-cooled: PUE 1.05—1.10

(5—10% overhead only)

For 1,000 GPUs: liquid cooling 

saves 294 kW → $258K/yr in 

electricity



Pod
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The pod: Warehouse-scale computer
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1,024-node DGX H100 cluster

The datacenter floor must support 

1,500—2,500 kg/m2 (vs. 500—1,000 

traditional)

175B model training time

300B tokens

Physics limit: ~95.8 hour (4 days)

(1,024 GPUs, FP8 peak, 45% MFU)

   =
                                       

#      ×               

Actual: 1—2 weeks!
(comm, bubbles, checkpoints, failures)

Closing the gap is distributed 

systems engineering 



Scaling efficiency
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Amdahl at scale: Scaling is near-linear when computation dominates. As work 

per GPU shrinks (when you scale up/out), exposed communication and 

synchronization reduce scaling efficiency. 

𝜂𝑠𝑐𝑎𝑙𝑒 =
𝑇𝑐𝑜𝑚𝑝𝑢𝑡𝑒

𝑇𝑐𝑜𝑚𝑝𝑢𝑡𝑒 + 𝑇𝑐𝑜𝑚𝑚 + 𝑇𝑖𝑑𝑙𝑒



Your turn: Node memory budget

Memory budget: 70B model

Calculate per-node memory:

• Parameters: 70B x 2 bytes (FP16)

• Gradients: same as parameters

• Adam optimizer: m + v + FP32 copy = 12 
bytes/param

• Activations: batch-dependent 

Does it fit on one 8-GPU node (640 GB 
HBM)?
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TCO (total cost of ownership)
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Total cost of ownership
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Central tension: Utilization is the single variable that flips the build-vs-buy 

decision.  



TCO: The numbers
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Own if: continuous 24/7 

workloads, predictable demand, 

3+ year horizon

Rent if: bursty demand, rapid 

experimentation, <2 year 

horizon

~$2.18/GPU-hour

~43.5% sustained utilization



AI datacenters: One-year payback? 

Huang’s claim: ~1 year to recover from investment

Revenue still has to cover operating costs (OpEx)

             ≈      ÷                −          
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1GW AI factory: build cost $50-60 billion

Annual rental revenue ~$50 billion/year

Cost / annual revenue ~1—1.2 years

CNBC interview, September 15, 2026

Driver:    High rental price + high billable utilization

Actual payback depends on costs and sustained demand. 



Question: Build vs. buy

Build vs. buy decision

Your team plans to train a 70B model:

• 500 H100 GPUs for 3 weeks per run

• 4 training runs per year

• Cloud rate: $4.00/GPU-hour

• On-prem: $350K/node, 3-yr amortization

Calculate annual cost for both options

How many runs/year to justify on-prem? 

Y. Cheng UVA CS6501 AISys Fall '26 19



Scaling laws

Y. Cheng UVA CS6501 AISys Fall '26 20



Scaling laws: What to predict

We have a fixed training compute budget

• How large should the model be?

• How many tokens should it train on? 

• What changes if we get 4x more compute? 
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Goal: The lowest loss for the compute we spend



One budget, many choices
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N = parameters       D = training tokens

Model size N Tokens D

1B 100B

2B 50B

5B 20B

Which choice gives the lowest loss?

𝐶 ≈ 6𝑁𝐷 = 6×1020 FLOPs



Approach 1: Minimum over training curves
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Choose a model 

size N

Train it with four

training horizons

Repeat for other

model sizes

Which run has the lowest loss at this budget?

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


Approach 1: Minimum over training curves
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Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

fixed C
Keep the lowest-loss 

point at each budget

Record N and D

at that point

Repeat across budgets to trace the lower envelope.

https://arxiv.org/pdf/2203.15556


How does the best allocation scale? 
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Optimal model size Optimal training tokens

Small experiments guide a larger training run.

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


Training stats of representative LLMs
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Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


Approach 2: Equal compute (IsoFLOP)
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Model size N Tokens D Minimum loss

1B 100B ?

2B 50B ?

5B 20B ?

Each run finishes its learning-rate decay at its endpoint.

“IsoFLOP” means the same total training compute.

N = parameters       D = training tokens

𝐶 ≈ 6𝑁𝐷 = 6×1020 FLOPs

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


Approach 2: A valley at each budget
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One dot:

one completed run

One color:

one compute 

budget

The valley:

best model size

A larger model gets fewer tokens at fixed compute.

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


Approach 2: A valley at each budget
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One dot:

one completed run

One color:

one compute 

budget

The valley:

best model size

A larger model gets fewer tokens at fixed compute.

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


How does the best allocation scale? 
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Small experiments guide a larger training run.

Optimal model size Optimal training tokens

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


Optimal model scaling
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Method a b

Training curves 0.50 0.50

IsoFLOP profiles 0.49 0.51

Loss-function fit 0.46 0.54

Approximately:  Nₒₚₜ ∝ 𝑪   and  Dₒₚₜ ∝ 𝑪

4× compute: about 2× parameters and 2× tokens

C ≈ 6ND Nopt ∝ Ca Dopt ∝ Cb

Dₒₚₜ ∝ Nₒₚₜ
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Discussion: How much more data? 

Baseline: 7B parameters, 140B training tokens

1. For a 70B model, how many tokens and how 
much training compute? 

2. If compute doubles but tokens stay at 140B, 
how large can the model be? Is that the best 
allocation? 
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Discussion: Allocation matters
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                                  ≈                      

70B parameters needs about 1.4T tokens.

10× parameters × 10× tokens = 100× compute

With 2× compute Parameters Tokens

Keep tokens fixed 14B 140B

Scale both equally ≈9.9B ≈198B

More compute also changes the best data budget.



A prediction for Gopher’s budget

Gopher: 280B parameters, 300B tokens

Training budget: 5.76×1023FLOPs

Predicted best model size:
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40–70B parameters

Can a smaller model outperform Gopher?

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556


Approach 3
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A fitted formula for loss

L(N, D) ≈ E + A / Nᵅ + B / Dᵝ

More parameters reduce the model-size term.

More training tokens reduce the data term.

Minimize predicted loss at fixed compute.

Hoffman et al. 2022.  https://arxiv.org/pdf/2203.15556

https://arxiv.org/pdf/2203.15556
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  PUE =     Total facility power  IT equipment power


  MFU =     Model FLOPs per training step/Step time  # GPUs  ×   Peak FLOPS/GPU


   𝜂  s c a l e =    T  c o m p u t e   T  c o m p u t e +  T  c o m m +  T  i d l e


  Cash payback  ≈ CapEx ÷  (  annual revenue  − cash OpEx )


  C ≈ 6 N D = 6 ×   10  20   FLOPs


  C ≈ 6 N D = 6 ×   10  20   FLOPs


   𝑪


   𝑪


  ×


  ×


  ×


  ≈


  ∝


  ∝


  5 . 76 ×   10  23 FLOPs

